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ABSTRACT

The rapid advancement of large language models (LLMs) has led to significant improvements in
natural language processing but also poses challenges due to their high computational and energy
demands. This paper introduces a series of research efforts focused on Super Tiny Language Models
(STLMs), which aim to deliver high performance with significantly reduced parameter counts. We
explore innovative techniques such as byte-level tokenization with a pooling mechanism, weight tying,
and efficient training strategies. These methods aim to significantly reduce reduce the parameter
count compared to traditional models — in future works, we aim to build on these in a way that
maintains and improves upon the performance of base transformer models. This series of papers
will explore into various subproblems, including tokenizer-free models, self-play based training, and
alternative training objectives. We will target models with 10M, 50M, and 100M parameters. Our
ultimate goal is to make high-performance language models more accessible and practical for a wide
range of applications.

1 Introduction

The recent rise in popularity of large language models (LLMs) has mostly been fueled by the invention of the attention
based autoregressive transformer [1} 2]]. These models are trained to predict the next token (a subword unit) on very
large corpora of data. There exists an extensive body of research on how scaling these architectures to more parameters
and more data, predictably, improves model performance [3| 4} 5]. Thus, in practice, this is the recipe for performance
improvement most companies (notably OpenAl, Google DeepMind, Anthropic) follow. However, with ever larger
models, a number of problems arise. Firstly, the state-of-the-art models have been scaled to an extent where it is
impossible for academic researchers to train competitive models, making safety and capability research harder. Secondly,
training models of this magnitude requires so much compute and energy that industry players plan to build nuclear
power plants, solely for the purpose of training models [6} [7]]. Lastly, when models are large, both inference time and
applications that require running models on edge devices suffer.

Small language models on the other hand, on the order of 1 billion parameters, have been trained with increasingly
impressive performance. This includes models like TinyLlama (1.1B) [8], Phi-3-mini (3.3B) [9], and MobiLlama
(0.5B) [10]. While these models are able to reasonably compete with large foundation models, they still require
thousands of GPU hours to train, which puts them out of the reach of many researchers, and thus prohibits fast
experimentation.

Rather than focusing on recreating foundation models at a smaller scale, in this series of papers, we aim to use the
small model size as a test bed for an open exploration of effective methods for improving parameter and sample
efficiency. Specifically, we will focus on methods related to tokenizer-free models, weight tying, self-play based
training, alternative training objectives, and data sampling techniques,
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2 Related Works

We provide basic information about transformers, especially as decomposed in our repository in Appendix [A] In
Section[2.T| we cover some of the works on parameter reduction that inform our research

2.1 Parameter Reduction

In the quest to make language models more efficient and accessible, various parameter reduction techniques have been
developed. These techniques aim to reduce the number of parameters in the model without significantly compromising
performance. Below, we discuss some of the most popular methods, including weight tying, pruning, quantization, and
knowledge distillation. We note that many of these techniques are primarily used in a post-hoc fashion and may not be
applicable during model training.

Weight Tying Weight tying is a technique where certain weights in the model are shared between different components.
This approach not only reduces the total number of parameters but also ensures that certain parts of the model are better
aligned. There are different types of weight tying used in various models:

* Embedding & Head In GPT-2 and other similar models, the embedding matrix is tied to the weights of the
output layer, ensuring that the output probabilites are directly related to the input embeddings

* FFN sharing MobiLlama [10] shares weights specifically between the feed-forward network (FFN) layers. By
doing so, it achieves parameter efficiency without compromising on the model’s ability to learn and generalize.

* FFN+Attn sharing ALBERT [11] employs weight tying extensively by sharing parameters across all layers
of the transformer. It ties the weights of both the feed-forward network (FFN) and the attention layers, which
significantly reduces the model size while maintaining performance.[12].

Pruning Pruning involves removing weights that contribute least to the model’s performance. This can be done during
or after training. Pruning results in a sparser model with fewer parameters and reduced computational requirements.
This is inspired by the lottery ticket hypothesis which states that there exists a smaller subnetwork (a “winning ticket”)
that, when trained in isolation, can achieve performance comparable to the original model [13]]. Pruning methods
inspired by this hypothesis identify and retain only the most critical parameters.

Quantization Quantization reduces the precision of the model’s weights and activations from 32-bit floating-point
numbers to lower-bit representations such as 8-bit integers. This technique significantly reduces model size (if not
parameter count) and often speeds up training/inference with minimal impact on performance.[14]]

Low-Rank Factorization This technique decomposes large weight matrices into products of smaller matrices, which
reduces the number of parameters and the computational cost. This has been used in e.g. Ma et al.[15] for compressing
a pretrained BERT model

2.2 Data Quality and Training Efficiency

In place of directly reducing the number of parameters, other approaches focus on improving the quality of the training
signal, and thereby enabling the use of fewer parameters. Below, we cover data selection and knowledge distillation.

Data Selection A key argument of the Phi series of language models[9 [16] [17] is that by improving the quality of
data, the performance of small language models can be increased, far in excess of the predictions of e.g. scaling laws.
In contrast to training on crawls of the internet, these models are trained on textbooks and heavily filtered web data, and
are able to match performance with larger models trained on larger training sets. Some data augmentation and filtering
techniques go further to use pretrained large language models as part of the process. For example Zhang et al. [[18]]
utilise a pretrained language model to verify the quality of training data as a mathematic source during finetuning.

Knowledge Distillation Knowledge distillation transfers the knowledge from a larger “teacher” model to a smaller
“student” model. In particular the idea is that rather than the model being trained on a single hard label (i.e. a particular
token), the student model instead has the entire probability distribution of the teacher model to guide its learning. For
example, DistilBERT [19] is a smaller version of BERT created using knowledge distillation which retains 97% of
BERT’s language understanding capabilities while being 60% faster and 40% smaller .
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3 Statement of Goals / Measurements of Success

Whilst the end-goal is to create highly performant super tiny language models, we measure our progress towards that
goal along multiple dimensions, including:

Model Size We propose no hard parameter count cut-off, but aim to build a family of models with 10M, 50M and
100M parameters. Most experiments will focus on models with close to 50M parameters, and once we have narrowed
down an architecture, we will scale it up and down to 100M and 10M parameters respectively.

Training Time As mentioned in the introduction, one of the key motivators for this series of papers is to make
research more accessible. For this to work, training time on consumer architecture needs to be short enough to allow for
experimentation. Thus, for the 50M model, the overall training time should be less than 48 GPU Hours, which enables
researchers to reasonably experiment even with a single GPU.

Model Performance To check whether our STLMs achieve competitive results despite their reduced size, we will
evaluate their performance across a range of benchmarks and metrics commonly used for evaluating much larger models.
As described in Section[d.1.2]this will include MMLU [20], HellaSwag [21]], and ARC [22].. In the long term, in order
to compare the usability of these models for downstream tasks we aim to produce small models that are reasonably
competitive with 3-7B parameter models on benchmarks like GSM8K [23] and LMSYS Chatbot Arena [24]] after
instruction tuning.

4 Proposed Approach

4.1 Technical

Our technical contribution is a research repository in which we aim to enable other researchers to easily run experiments
on small models by surfacing clean, accessible interfaces, with interpretable and understandable model code. This is
implemented in PyTorch [25]], with Hydra for config management, and logging in Weights and Biases. The repository is
initially based off of Karpathy’s minGPT repository [26], but we also implement the so-called “modern transformer” [27]]
used in e.g. Llama 2 [28]]. As such, the core components exposed in our library consist of:

* GPT2 / BPE Tokenizers
* SwiGLU / Standard FEN layers
* Attention supporting RoPE embeddings, Causal Masks, Grouped Query Attention

4.1.1 Training Data

For the set of baselines presented here we use OpenWebText [29] as our training data due to its high diversity and
coverage. This constitutes around 6.5 billion words of data (on the order of 60 times the number seen by a 12 year-
old [30]). We run these baselines for 50,000 steps. In our initial training runs, we used SimpleEnglishWiki as our
training data and found that this began to overfit after 5,000 epochs. This is somewhat unsurprising given that during
this training process the model sees on the order of 3 billion words — in other words, the model sees each word in the
training dataset 100 times. Indeed, per the Kaplan Scaling laws [3]] a model of this size requires roughly 1 billion words
to avoid significant fitting. This was the motivation for our move to OpenWebText, however we note that a number of
works have shown the significant impact of data quality, motivating further research on the topic. As such we intend to
investigate the effects of different training data sets, including:

» Simple English Wikipedia
* English Wikipedia
* BabyLM [30]

* A mix containing simple english wiki, a python code contest dataseﬂ the OpenHermes chat dataset[31]], and
the TinyStories dataset[32].

"https://huggingface.co/datasets/jtatman/python- code-dataset-500k
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4.1.2 Evaluation

The usual measure of language modelling performance for a model with probability distribution P, sequence X is given
by the perplexity:

N
1
log, (Perplexity) = — - _logy(P(x;x.1))
i=1

One intuitive way of thinking of the perplexity is to measure how many guesses are required on average per prediction
step, the issue being that for different tokenizers, there will be different sized prediction steps. In this project, since we
aim to enable experiments across different tokenizers, we need to equalize this measure by using the original string
length, rather than the length of the input string. Perplexity is evaluated on a held out test set from the training data.

In addition, we initially use the following as question answering datasets for evaluating performance:

* BLiMP [33] — Instead of measuring reasoning, the Benchmark of Linguistic Minimal Pairs tests the grammati-
cal understanding of models across a range of 67 grammatical phenomena in English.

» HellaSwag [21] — Short for Harder Endings, Longer Contexts and Low-shot Activities for Situations with
Adversarial Generations, HellaSwag measures a language model’s natural language inferencing (NLI) capabil-
ities. It does so by feeding the language model with incomplete events, and expects it to complete the story
with the most sensible answer.

* ARC [22] — The AI2 Reasoning Challenge (ARC) is aimed at evaluating a language model’s knowledge and
reasoning skills. Unlike other question and answering benchmarks like the Stanford Question and Answer
Dataset (SQuAD), which can be solved by explicitly remembering answers, ARC is meant to be a more
challenging and extensive benchmark by forcing the language model to respond to questions using its learnt
knowledge and reasoning abilities.

* WinoGrande [34] — This benchmark evaluates a language model’s ability to generate common sense reasoning
by solving *pronoun resolution problems’. Concretely, it feeds the language model with pairs of input sentences
which differ only in the interpretation of particular pronoun. High performance indicates the models ability to
use semantics to resolve ambiguities.

e MMLU [20]] — The Massive Multitask Language Understanding (MMLU) benchmark assesses a language
model’s understanding of a wide-range of subject topics that span from general knowledge to problem solving
capabilities. By covering a wide range of topics like technology, science and mathematics, it tells us how well
the language model can understand a given text, and how well informed it is from its training procedures.

These are all multiple choice QA datasets. We use the path probabilities over the different options to measure which
option is “preferred” by the model, which is intended to mitigate the lack of instruction following/question answering in
the training data and thus better measure performance disparities of these models.

4.2 Benchmarking

We run benchmarks with a number of 50M parameter models. The baseline values are given in Table(l| In particular
‘Sin Cos PE’ uses the positional embeddings from the original transformer paper [1]]; ‘Learned PE’ just uses learnt
positional embeddings; and ‘Simple FFN’ uses a 2 layer feed forward network with GeLU [36] activations. This is
in contrast to the ‘Modern Transformer’ baseline which has RoPE [37]] positional embeddings, and a SwiGLU [38]
FFN structure. Finally, we run a ‘DropoutFree’ version with 0 dropout, observing that this has lower perplexity, and
comparable eval scores despite being smaller. We note that for all of these baseline models, the embeddings take up
25M parameters, i.e. over half the total parameter allocation.

In Figure [T|and Table 2] we show the initial results on the benchmarks described in Section Preliminarily, we
reinforce the value of using RoPE embeddings, but note that while the validation perplexity on the ‘Simple FFN’ model
is higher, it nevertheless performs incrementally better across the board on our benchmarks. This requires further
experimentation to validate however as the feedforward dimension used here (2304) was much higher than in the
baseline (1536). The ‘width’ of a transformer model [39] can have a significant impact on the performance of the
downstream model, and as such our rather cavalier altering of the FFN dimension makes it difficult to directly draw
conclusions.

More generally, we can see that these baselines are around chance at MMLU and WinoGrande (although the <1B
models are not far above chance). On BLiMP, the baselines are fairly close to the 5S00M parameter models, while for
ARC-easy and HellaSwag the performance gap is reasonable but presents a reasonable target for this series of works.
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Figure 1: Perplexity during training for the baseline models

4.3 Research

In order to increase the validity of our research we plan on committing to releasing reports regardless of the outcome,
and release negative results alongside positive ones.

5 Proposed Research Projects

In line with the research goals described above, we outline a number of research projects that we aim to explore in the
coming months.

5.1 Weight Tying

As introduced in section[5.1] weight tying is a commonly used method of parameter reduction. Recent methods for
creating tiny language models including MobiLlama[/10] have gone further to share the weights between the feed
forward layers. Since the majority of transformer parameters are stored in these layers this makes sense as a target for
parameter reduction, additionally recent research has shown that many of these layers are redundant[40]. We currently
propose to explore different styles of feedforward weight sharing, including using LoRA adaptors[41] to allow for
parameter efficient adaptation of the computation performed by these layers.

5.2 Byte-level / tokenizer free

One of the most parameter expensive components of the modern day transformer architecture are the embedding layer
and the next token head. The reason for the high parameter count in these two layers is the number of unique tokens
produced by the tokenizer. The size of the this embedding layer is vocabulary size * embedding dimension, where the
vocabulary size is typically on the order of 50000 tokens (e.g. 50,257 for GPT2 [42])). This is then replicated in the LM
head, which in some cases may not share the weights of the embedding layer e.g. in Press et al. [[12]. As such for a
GPT-2 sized model, the embedding and Im head layers can account for 45.20% to 62.25% of total parameter count
depending on whether weight tying is used.

One solution to this is finding some sort of architecture that requires a significantly smaller vocabulary size (in the
extreme this could be 256 for byte level models), however, as the vocabulary size shrinks, it becomes harder for the
model to fit the data, and efficiency degrades (as the sequence lengths (in terms of token count) increase for the same
input string). We propose to explore a byte-level tokenizer with a pooling mechanism. Specifically, the proposed
method works as follows:
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Model
number of layers 8
ffn type SwiGLU
ffn dimension 1536
number of attention heads 16
group size 4
tokenizer type gpt2
hidden dim 512
max context window 512
vocab_size 50257
Training
batch_size 24
gradient accumulation_steps 20
total iterations 25000
warmup iterations 5000
dropout 0.1
Optimizer
Ir 0.0006
weight_decay 0.1
Miscellaneous
GPU 2xL.40
Total GPU Hours 30

Table 1: The parameters used for our baseline

Model Num. Params  BLiMP  HellaSwag ARC_easy WinoGrande @ MMLU
Phi-3 3B 83% 56% 80% 73% 32%
TinyLlama [8§]] 1B 84% 43% 60% 59% 26%
MobiLlama [10] 500M 80% 39% 51% 55% 25%
Qwen2 [35]] 500M 80% 38% 52% 55% 28%
Baseline 50M 78% 30% 39% 50% 24%
SinCos PE 47T 77% 29% 35% 50% 24%
Learned PE 48M 77% 29% 37% 50% 23%
Simple FFN 50M 79% 30% 39% 51% 24%
DropoutFree 47T™M 7% 30% 39% 51% 24%
Metric - Accuracy  Accuracy  Accuracy Accuracy Accuracy
Num. Choices - 2 4 4
Chance Perf. - 50% 25% 25% 50% 25%

Table 2: Initial results on chosen benchmarks. All results are obtained zero-shot with custom splits of the datasets.

* Byte-level Embedding The input string is first embedded using a byte-level embedder. Each character/byte in
the input string is converted into a byte representation, resulting in a sequence of byte embeddings. Since the
vocabulary size is only 256, a very small embedding dimension can be used (64 for example), this step only
requires a negligible number of trainable parameters compared to the total model.

* Tokenization and Chunking The byte-embedded sequence is then split into chunks using the bounding boxes
of a standard Byte Pair Encoding (BPE) tokenizer. Importantly, this step requires no additional parameters as
the tokenizer is only used to find the bounding boxes of tokens and not to embed the input.

* Pooling Mechanism Based on the bounding boxes obtained from the BPE tokenizer, the byte embeddings
are chunked into tokens. Each chunk is then individually passed through a smaller two-layer transformer.
The output of this transformer is pooled into a single token representation. At this point the dimensions of
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the hidden state are the exact same it would be if a standard BPE tokenizer were used, however, this method
requires only a fraction ( 10%) or the parameters.

* Core Model Processing The pooled token representations are then passed through the core model. The
dimension of the data going through the core model is the same as it would be if just a BPE tokenizer was
used.

* Decoding and Final Prediction Instead of using a language model head, each BPE-level token is decoded
back into bytes. The final loss is calculated as the next BPE token prediction but for each byte in the next BPE
token. This is done via a similar mechanism as the byte-level encoder, and thus, also requires substantially
fewer parameters.

Overall, compared to using a BPE tokenizer, the proposed Byte-level model uses between 90% and 95% fewer
parameters, depending on whether weight-tying is used or not.

5.3 Early Exit and Conditional Computation

The success of techniques like Mixture of Experts e.g. [43] is thought to lie in the fact that different tokens may require
different computation pathways. More generally we can expect that different tokens require different amounts of
computation. As argued in the previous section, deeper layers of transformers may be redundant for a majority of inputs
— we aim to exploit this by exploring methods that skip this computation for easy to predict tokens. In particular we plan
to explore mixture of depths [44] and the recently proposed layerskip [45] methods.

5.4 Next thought prediction

Again building on the idea of conditional computation, we are interested in exploring methods that perform computation
over sequences of thoughts rather than sequences of test - more generally decoupling the language modelling capabilities
from the reasoning capabilities. Language models are of course primarily designed to model language, unfortunately
this means that while they have impressive emergent downstream capabilities [42]] and (arguably) various interesting
properties [46] these firstly may not emerge at smaller model scales and furthermore may occur in spite of rather than
because of the language modelling training paradigm. In particular per the arguments of LeCun et al. [47]], it may be
more efficient to perform predictions in a latent space that is not directly tied to the output sequence space. Indeed this
is similar to the way that Chain-of-thought [48]] augments a model’s downstream capabilities by leveraging the models
knowledge of reasoning rather than directly answering questions. Thus for example, Goyal et al. [49] utilise pause
tokens that do not correspond to tokens in the source text, and enable the model to perform additional computation
before outputting an answer.

5.5 Dropout and Learning Rate Scheduling

We would like to explore the effect of using dropout. While most large models are not trained with dropout due to using
sufficiently large datasets as to avoid over-fitting, Liu et al [50] proposes that scheduling dropout in the early phases
of training can help reduce underfitting (which may be relevant when training on small amounts of high quality data)
and if scheduled for the late phases is more effective at combating overfitting. Additionally most approaches, such as
Llama [28]] use Cosine Learning Rate Schedulers. Given the relatively fast training times it would be useful to verify
the efficacy of this scheduler.

5.6 Curriculums, Data mixes, and Multimodality

As discussed in section[d.1.1] the quality of the training data can greatly impact the performance of the trained model.
Additionally having training data that coverages a sufficient portion of use cases (i.e. not just factual wikipedia articles)
is necessary for drawing reasonable inferences from the downstream performances of tiny llms. Measuring the quality
and coverage of training data is difficult however, especially for foundation models where the downstream tasks may be
unclear. One potential option is to use high quality datasets like the British National Corpus [S1] with a sufficiently
broad set of data sources, or to use a refined/ heavily filtered version of webcrawls in the manner of Penedo et al. [52]]

6 Conclusion

In this introductory paper, we have outlined the vision and approach for developing Super Tiny Language Models
(STLMs) aimed at achieving high performance with significantly reduced parameter counts. The growing computational
and energy demands of large language models underscore the necessity of this research. Our proposed methods,
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including byte-level tokenization with pooling, weight tying, and efficient training strategies, have the potential to
reduce the parameter count by 90% to 95% compared to traditional models while maintaining competitive performance.

We have detailed various techniques for parameter reduction, such as weight tying, pruning, quantization, and knowledge
distillation, and discussed their relevance to our goals. Our technical approach involves creating a research repository
that facilitates experimentation with small models, making cutting-edge NLP research more accessible.

The performance of our STLMs will be rigorously evaluated using standard benchmarks, aiming to match or exceed the
capabilities of much larger models. This series of papers will delve into specific subproblems, including tokenizer-free
models, self-play based training, and alternative training objectives, targeting models with 10M, 50M, and 100M
parameters.

Ultimately, our goal is to democratize access to high-performance language models, enabling more researchers and
practitioners to contribute to and benefit from advancements in NLP. We believe that the development of STLMs will
pave the way for more sustainable and efficient Al, broadening the scope of applications and fostering innovation across
various domains.

We invite the research community to engage with our work, explore the proposed techniques, and contribute to the
ongoing effort to make language models more efficient and widely usable.
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Figure 2: Diagram demonstrating flow of information through transformer components during training

A Overview of LLM Architectures

Large language models (LLMs) have become a cornerstone of modern natural language processing (NLP) due to their
ability to understand and generate human-like text. At the heart of these models lies the transformer architecture,
introduced by [1]], which has since become the standard for NLP tasks. The transformer architecture is composed of
several key components:

A.1 Tokenization

The process begins with tokenization, where input text is split into smaller units called tokens. These tokens can be
words, subwords, or even characters, depending on the chosen tokenizer. Common tokenization methods include Byte
Pair Encoding (BPE) [53]] and WordPiece [54]], which help in handling the vast vocabulary of natural languages by
breaking down rare words into more frequent subwords.

A.2 Embeddings

Embedding Lookup Tables After tokenization, the token indices are typically use to index an embedding matrix W,
of shape N x E where N is the vocab size and E is the embedding dimension.

Positional Embeddings Unless explicitly given, by default a transformer would have no way of distinguishing
adjacent tokens from distant tokens. As such this information has to be encoded into the model’s embeddings. In the
original transformer paper|[1]], this was done in terms of Sine/Cosine embeddings, but other methods include learnt
positional embeddings and more recently RoOPE Embeddings[37/]] which modify the hidden states directly in the attention
layers.

A.3 Transformer Blocks

The core of an LLM consists of multiple transformer blocks, each containing two main sub-layers: multi-head
self-attention mechanisms and feed-forward neural networks (FFNs).

Self-Attention Mechanism This mechanism allows the model to weigh the importance of different tokens in the input
sequence when making predictions. By considering the entire sequence, the model can capture long-range dependencies
and contextual information effectively. The self-attention mechanism is computed as follows:

. QKT
Attention(Q, K, V') = softmax \%
Vdy
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where (), K, and V' are the query, key, and value matrices repsectively and dy, is the dimension of the key vectors.

Feed-Forward Neural Networks (FFNs) Following the self-attention mechanism, each token’s representation is
passed through a feed-forward neural network. At least in the original transformer design, this sub-layer consists of two
linear transformations with a non-linear activation function in between, further refining the token representations:

FFN(l‘) = O'(J)Wl + bl)Wg + bs

where W, and W, are weight matrices, b; and b, are bias vectors, and ¢ is a non-linear activation function. More recent
transformers like [28]] forgo the bias and use the SWiGLU feed forward network[38]] given by:

SwiGLU(z) = (Swish(zW) ® 2V )W,

Where ® is the hadamard or elementwise product, W, V' are are additional weight matrices, and Swish(z) = o(z) - x
where o is the sigmoid function.

Next Token Prediction Head At the final stage of the transformer model, the refined token representations are used
to predict the next token in the sequence. This is achieved by applying a linear transformation followed by a softmax
function, which generates a probability distribution over the vocabulary, indicating the likelihood of each possible next
token:

P(xi|x<;) = softmax(h; W)
where h; is the hidden state for the i-th token and W, is the embedding matrix. The model is typically trained using the
cross-entropy loss function, defined as:

L= —ZlogP(xi\xq)

These components work together to enable LLMs to perform a wide range of NLP tasks with high accuracy and fluency.
However, the immense size of these models, often containing billions of parameters, poses significant challenges in
terms of computational requirements and energy consumption.
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